
A Minimalist View of Clusters

Lofty Ideal: As usable as traditional MPPs,
as scalable as hardware permits.

Need:
• run existing codes with NO changes

F77/F90 & C/C++ & MPI
• OS-lite on a node
• batch queues
• reliable

Don’t need:
• full Linux on a compute node (daemons)
• virtual memory
• timesharing of procs
• shared memory on a node
• fancy I/O
• new algorithms:

topology-dependent
latency-tolerant



Scalability in a Particle Simulation

Liquid (32000 atoms)

 Granular Flow (20000 atoms)
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